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Abstract

Background/Objectives: The accuracy and reliability of automated clinical analyzers
are fundamental to patient safety and effective medical decision-making. Traditional
quality control (QC) methods, which rely on periodic manual calibration and reactive
maintenance, are inherently limited by high latency and labor costs; furthermore, they
fail to provide continuous, real-time monitoring. This paper introduces a novel hybrid
ensemble learning framework for the automated quality inspection of medical devices
through the analysis of time-series reaction curves. Methods: Our system integrates three
heterogeneous anomaly detection paradigms: an Enhanced Dynamic Time Warping (DTW)
detector for robust non-linear pattern matching, a Shape Template Matching (STM) detector
that mimics expert clinical logic by analyzing morphological features in a normalized
shape space, and a specialized Time-series Variational Autoencoder (TimeVAE) for deep
representation learning. The outputs of these detectors are fused using a weighted ensemble
strategy, which is specifically designed to prioritize the minimization of false negatives—a
critical requirement in medical diagnostics. Results: We evaluate our framework on a
comprehensive, multi-center real-world dataset comprising seven distinct biochemical
assays. Experimental results demonstrate that our proposed method achieves superior
performance, attaining a 0% false negative rate on CRE and DBIL assays and outperforming
all baseline methods on the other five datasets. An ablation study confirms the model’s
robustness even with limited training data, and a comparative analysis against eight state-
of-the-art baseline methods further validates the effectiveness of our domain-optimized
ensemble approach. Conclusions: The system provides a robust, interpretable, and highly
automated solution for transitioning from reactive maintenance to proactive, real-time
quality assurance in clinical laboratories.

Keywords: anomaly detection; time-series analysis; ensemble learning; clinical laboratory
quality control

1. Introduction

In modern clinical practice, automated biochemical analyzers serve as the cornerstone
of laboratory medicine, as their outputs directly influence patient diagnoses and treat-
ment plans. The reaction curves generated during chemical assays encapsulate critical
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kinetic information; any deviation caused by hardware failure, reagent degradation, or
pipetting errors can lead to erroneous diagnostic reports, potentially compromising patient
safety. Conventionally, quality assurance for such equipment relies on periodic manual
calibrations, scheduled maintenance, and reactive repairs following a detected failure.
This paradigm suffers from significant limitations, including response latency, high labor
costs, and an inability to perform continuous, real time monitoring [1,2]. An undetected
malfunction poses a direct risk to patient safety and undermines the quality of medical care.
To address these challenges, this research develops an automated quality inspection system.
By applying intelligent analysis to the multi-dimensional data generated during device
operation—including raw sensor outputs and reaction curves—the system enables real
time status monitoring, proactive anomaly warning, and preliminary fault attribution, with
the overarching goal of enhancing the reliability of medical devices and the trustworthiness
of their diagnostic results.

Traditional QC methods, such as Westgard rules and manual review, are inherently
reactive and often fail to capture intermittent or early stage micro anomalies. Existing
industrial anomaly detection algorithms, including simple Statistical Process Control (SPC),
struggle with the inherent noise and biological variability of medical data. A significant
challenge is that absolute signal amplitudes in medical assays are often not the sole indicator
of abnormality; instead, the morphological pattern of the reaction curve—the “shape”
over time—carries critical diagnostic information that conventional methods frequently
overlook. Time series anomaly detection is a well established field [3,4]. Traditional
statistical methods, such as ARIMA, often fail when confronted with non-stationary or
complex medical data [5-7]. Simpler machine learning models, including Isolation Forest
(IF) and One Class SVM (OCSVM), have been applied for their efficiency but struggle to
capture the intricate morphological characteristics of reaction curves, leading to suboptimal
performance [8-11].

Distance-based methods, particularly Dynamic Time Warping (DTW), are popular for
comparing time series. However, standard DTW can be sensitive to noise and lacks a mech-
anism to handle natural variations in normal patterns. With the advent of deep learning,
reconstruction based models have become prominent [12-14]. Architectures like the Vanilla
Autoencoder (AE) and LSTM Autoencoder [15] learn to compress normal data but may
not be optimized for the specific characteristics of medical curves [16-20]. More advanced
models, such as OmniAnomaly, leverage variational autoencoders (VAEs) and stochastic
recurrent networks to model complex temporal dependencies [21,22]. Other approaches,
such as those based on Generative Adversarial Networks (GANSs), have also been explored
for identifying outliers [23,24]. The Matrix Profile (MP) offers interpretability by identifying
anomalous subsequences but focuses on local discord rather than the holistic integrity of
an entire reaction curve [25]. Existing methods, while powerful in their respective domains,
often fall short when applied to medical reaction curves [26,27]. They frequently lack
domain specific optimization [28], struggle to balance sensitivity and specificity, and offer
insufficient interpretability for clinical review [21,29,30]. This motivates the development
of a hybrid ensemble framework tailored to these unique challenges.

In this paper, we propose a novel hybrid ensemble learning framework for the auto-
mated quality inspection of medical devices through the analysis of time series reaction
curves. Our contributions are four-fold. First, we introduce a domain optimized ensemble
framework that synergistically combines three disparate anomaly detection paradigms:
distance based matching (Enhanced DTW), morphological feature engineering (Shape Tem-
plate Matching), and deep representation learning (TimeVAE). This multi-faceted approach
ensures robustness by capturing a wide spectrum of anomaly types. Second, we present
a biomimetic Shape Template Matching detector that employs Z score normalization to
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isolate a “shape space” from absolute intensity, mimicking the intuition of clinical experts
who prioritize morphological trends. This significantly enhances robustness against gain
variations and provides high interpretability through direct visual comparison. Third, our
system is designed for high automation, with a standardized preprocessing pipeline and
multi-view statistical feature extraction that enables end-to-end processing of raw data
without manual intervention, and all hyperparameters are centralized for flexible configu-
ration. Fourth, through a balanced loss function in the TimeVAE and a carefully designed
ensemble strategy, our system achieves 0% false negative rate on two well-characterized
assays (CRE, DBIL) and maintains near-zero FNR on all other test datasets, meeting the
stringent safety requirements of clinical diagnostics.

2. Materials and Methods
2.1. Overall Framework

The proposed Ensemble Anomaly Detection (Ensemble-AD) system is an end-to-end
automated quality inspection framework designed for time-series reaction curves gener-
ated by clinical biochemical analyzers and the overall framework of the proposed system is
illustrated in Figure 1. The pipeline consists of four sequential stages: data input and stan-
dardization, parallel anomaly detection, weighted score fusion, and final decision-making.
Specifically, each input curve is simultaneously fed into three complementary detectors:
an Enhanced Dynamic Time Warping (DTW) detector, a Shape Template Matching (STM)
detector, and a Time-Series Variational Autoencoder (TimeVAE) detector. The outputs
of these heterogeneous modules are integrated via a carefully designed cascade fusion
strategy to produce a robust, clinically reliable classification result.

Original
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I <QP TimeVAE Detector ~— Template Curve
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Figure 1. Overall framework of the automated Anomaly Detection System.

2.2. Base Detectors
2.2.1. Detector 1: Enhanced DTW Detector

The Enhanced DTW detector leverages multi-template pattern matching to capture
global morphological anomalies while tolerating physiological and instrumental variations
in normal reaction curves. First, a comprehensive set of statistical, dynamic, and morpho-
logical features is extracted to characterize each time-series sample. K-means clustering is
then applied to the feature vectors of normal training samples, and the cluster centroids
serve as representative normal templates. For a given test sample, a composite similarity
score is computed by combining Pearson correlation, dynamic time warping distance,
and Euclidean distance, weighted to emphasize global shape consistency. The sample is
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flagged as anomalous if its maximum similarity score across all templates falls below a
predefined threshold.

¢  Feature Extraction: Statistical, dynamic, and morphological features are extracted and
combined to form feature vector for each curve.

¢  Template Generation: K-Means clustering is applied to the feature vectors of normal
training samples. The centroid of each resulting cluster serves as a “normal” template,
representing a distinct operational mode.

*  Similarity Calculation: For a test sample y, a composite similarity score S is computed
against each template ¢:

w?n + w3
1+DTW(y,t) = (1+ ]y —t[|?)

where Corr is the Pearson correlation coefficient, DTW is the DTW distance, and

S(y,t) = wy x Corr(y, ) +

|ly — T||? is the Euclidean distance.

*  Anomaly Detection: The sample is compared against all templates, and the maximum
similarity score is identified. If this score falls below a predefined fixed threshold, the
curve is flagged as anomalous.

2.2.2. Detector 2: Shape Template Matching (STM) Detector

The Shape Template Matching detector is engineered to prioritize curve morphology
over absolute signal amplitude, thereby achieving robustness against baseline shifts and
gain variations. During training, all normal curves are normalized into a shape-invariant
space using Z-score standardization, eliminating intensity and offset information. A unified
shape template is constructed by averaging the normalized normal curves. The anomaly
threshold is determined based on the distribution of distances between training samples and
the template, ensuring adaptability to inherent within-class variations. During inference, a
test curve is normalized using its own mean and standard deviation, and its distance to the
shape template is used to judge abnormality.

Training Phase:

1. Normalization into Shape Space: Given a set of normal curves {x;}¥ |, where x; € R,
each curve is Z-score normalized to have zero mean and unit variance. This transfor-
mation isolates the shape by removing amplitude and offset information:

X — s
fl — 1 I/‘l
o;t+e€
where y; and 0; are the mean and standard deviation of x;, and € is a small constant.
2. Template Creation: A single shape template ¢ is computed by averaging all normalized
N
curves: t = % Y X
i=1

3.  Threshold Determination: The Euclidean distance d; = ||%; — t||? is calculated for each
training sample. The anomaly threshold T is set based on the distribution of these
distances, typically as a scaled percentile to provide a margin for natural variation:

T=Pys({di}) xa

where Pys is the 95th percentile and « is a margin coefficient.

Detection Phase:

A test curve y is normalized to § using its own mean and standard deviation. Its
distance to the template, dj.; = ||J — t||%, is calculated. If dg; > T, the curve is
declared anomalous.
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2.2.3. Detector 3: TimeVAE Detector

The TimeVAE detector is a dedicated deep representation learning model tailored for
the non-linear, kinetic characteristics of medical reaction curves. It comprises a sequence
encoder, a statistical feature encoder, a latent fusion module, and a reconstruction decoder.
The sequence encoder uses one-dimensional convolutional layers and a self-attention
mechanism to capture local and temporal dependencies. The statistical feature encoder
encodes high-level kinetic properties such as mean, variance, skewness, and kurtosis
through a multi-layer perceptron [17,31,32]. The two latent representations are concatenated
and fed into the decoder to reconstruct the original time series. Anomalies are identified
based on reconstruction error and latent distribution divergence [15,33].

As shown in Figure 2, the model architecture includes:

*  Sequence Encoder: A series of 1-D convolutional layers capture local features, followed
by a self-attention mechanism to weigh the importance of different time steps, and
finally global average pooling to produce a fixed-size representation of the curve’s
latent mean and variance [34].

e  Statistical Feature Encoder: A parallel MLP encodes statistical features such as mean,
variance, skewness, kurtosis extracted from the raw curve.

e Latent Space Fusion: The latent variable z;, sampled from the sequence encoder’s
output, is concatenated with the encoded statistical features zj.

*  Decoder: A series of transposed convolutional layers reconstruct the original time
series from the fused latent representation.

Original Curve Sequence Encoder

Latent Space

o) g z||< g Concat Fusion
o || %
— @) 2lla|] & ||~ 9_> Batch Norm
= é §
1
© S Embedding
1-D CNN Self-Attention _
Statistical Z1 Decoder
Analysis
iy | skewness ( Reconstruction Error |
variance Kurtosis  curvature "
; [ Anomaly Scoring ]

l
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slope changes

Extracted Features Statistical Feature Encoder z

Figure 2. Architecture of the TimeVAE model.

2.3. Ensemble Detector: The Fusion Strategy

The Ensemble Detector integrates the outputs of the three individual modules to make
a final decision [35,36]. We selected a weighted calculation approach for its superior perfor-
mance in achieving near-zero false negatives [19]. The fusion procedure, including score
normalization, is formalized as a stepwise decision algorithm (Algorithm 1). Let Sgiy;(x)
and S{x%(x) denote the raw anomaly scores produced by the Shape Template Matching
detector and the TimeVAE detector, respectively, for a test sample x. These raw scores
are first normalized to [0, 1] using min-max scaling based on their empirical distributions
observed on a validation set V. For a detector d € {STM, VAE}, the normalized score is
computed as:

S4(x) = SIW (x) — mingey SV (v)
d max,cy ST (v) — min,ecy STV (v) + €

7

https://doi.org/10.3390/diagnostics16131953


https://doi.org/10.3390/diagnostics16131953

Diagnostics 2026, 16, 1953

60f17

where € is a small constant. The Enhanced DTW detector directly outputs a binary decision
Dprw(x) € {0,1}, with 1 indicating an anomaly, and 0 for normal.

Algorithm 1 Ensemble fusion strategy with score normalization

Require:
1: ®  Testsample x

Raw Shape Template Matching score: Sgiy,(x) € R

Raw TimeVAE anomaly score: S{i%:(x) € R

Binary output from Enhanced DTW: Dprw (x) € {0,1}

Validation set V (for min-max bounds)

Secondary fusion threshold: Tgseq

Ensure: Final binary decision Dg,q1(x) € {0, 1}, where 1 denotes anomalous and 0 normal.
2: > Step 0: Normalize raw scores to [0, 1]

: Sgrm < Normalized SETY(x)

: Syag + Normalized SPAL(x)

> Step 1: Preserve all DTW positives
. if DDTW(x) =1 then
Dfinar <= 1
else > Step 2: Fuse deep learning and shape scores
Stused < SST™M X SVAE > Step 3: Apply secondary threshold
10: if Stused > Tiused then
11: Dginal < 1
12: else
13: Dfinal < 0
14: end if
15: end if
16: return Dy,

R I A

The entire decision logic can be equivalently expressed as a compact rule:

Dfinal = Dotw V' (Sst™ X SVAE > Trused )/

where Dprw € {0,1} and the inequality evaluates to 1 if true and 0 otherwise.

This cascaded rule explicitly prioritizes the detection capability of DTW, ensuring that
any strong morphological mismatch identified by the distance-based detector will not be
overridden by other modules, which prioritizes minimizing false negatives—critical for
patient safety while balancing precision.

This design offers three key advantages. First, any sample flagged by the Enhanced
DTW detector is immediately classified as anomalous, ensuring that no strong distance-
based morphological mismatch is overridden by other modules—a critical property for
obtaining satisfying false negatives rate. Second, multiplicative fusion Ssty X Svag yields
a high value only when both detectors agree on a high anomaly probability; if either
detector is uncertain, the product remains low, effectively acting as a logical AND in the
continuous domain and thereby reducing false positives. Third, the min-max normalization
step renders the scores from heterogeneous detectors commensurate, enabling principled
fusion without arbitrary scaling. All thresholds are configurable and were determined via
grid search on the validation set to maximize F1 while maintaining zero false negatives on
the training distribution.

3. Results
3.1. Data Source and Availability

The raw experimental time-series data utilized in this research originated from the
SHENZHEN YHLO BIOTECH Co., Ltd. (Shenzhen, China). The data were collected
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during the initial installation and calibration phase of the analyzer platforms at multiple
clinical institutions. During this commissioning process, standardized quality control mate-
rials with known analyte concentrations were repeatedly measured to verify instrument
performance. Each resulting reaction curve was independently reviewed by equipment
engineers and clinical laboratory experts, who jointly assigned a binary label (normal or
anomalous) based on their domain knowledge of the expected kinetic behavior of each
assay. A curve was flagged as anomalous if its morphological pattern deviated from the
well-characterized reference profile of the standard material, as determined by expert
consensus. In addition to the binary label, the annotators recorded the suspected root cause
of the anomaly (e.g., pipetting errors, reagent degradation, or optical path obstruction),
which provides a foundation for future fine-grained fault classification. All annotations
were cross-validated by at least two experts to ensure consistency. Prior to analysis and
inclusion in this manuscript, all datasets underwent a rigorous, multi-stage anonymization
and de-identification protocol. This process ensured the complete removal or masking
of any direct or indirect identifiers that could link the data back to specific individuals,
instruments, or proprietary operational contexts outside the scope of aggregated signal
analysis. To promote transparency and facilitate scientific reproducibility, the processed
and analyzed experimental datasets underpinning the results presented in this document
are available for verification. While the original, raw experimental data remains securely
archived in compliance with data retention policies, it can be made available to qualified
researchers upon reasonable request. Requests for access to the original, raw experimental
data must be directed in writing to the Corresponding Author of this manuscript for formal
review and approval.

3.2. Data Preprocessing and Statistical Feature Extraction

To facilitate robust anomaly detection across heterogeneous detectors, we implement a
sequential preprocessing pipeline that transforms raw reaction curve data into standardized
inputs and statistical features. The preprocessing stage normalizes signal variations and
extracts morphological characteristics that are informative for subsequent anomaly scoring.
We consider following statistical features:

e  Basic statistical features: mean, variance, skewness, kurtosis, minimum /maximum
value and their corresponding positions;

¢ Dynamic features: integral of the curve, average and variance of first-order and
second-order derivatives, maximum slope and rise/decay rates;

*  Morphological features: peak width at half maximum, number of local extrema,
overall curve length and curvature.

These features are fundamental for template generation in the Enhanced DTW de-
tector and work as additional input to the TimeVAE detector. This multi-view feature
extraction enriches the model with domain knowledge about reaction kinetics, improving
the robustness of anomaly detection.

3.3. Experimental Setup

The data were collected from multiple clinical centers and consist of real-world reaction
curves from automated biochemical analyzers, covering seven biochemical assays: ALP,
AST, CRE, DBIL, GGT, TBIL, and TP. Experiments were conducted on a server with an
NVIDIA RTX 3090 GPU, CUDA 12.9. Baseline methods, including Isolation Forest [6], One-
Class SVM [7], Global DTW [37], Vanilla AE [16], LSTM-AE [15], Matrix Profile [25], GAN-
based detector [23], and OmniAnomaly [38], were implemented using Scikit-learn [39] and
PyTorch 2.8. Training employed the Adam optimizer (learning rate 10~2, batch size 64),
early stopping with patience 20 epochs, and a maximum of 200 epochs [40,41]. The anomaly
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score for a test sample was computed as the min-max normalized sum of the mean squared
reconstruction error and KL divergence, using statistics derived from the validation set.
Model performance was evaluated using 5-fold cross-validation, with each fold preserving
the original class distribution. Hyperparameters for each detector were determined via
grid search on a validation set (10% of training data) and fixed before final evaluation.

3.4. Comparison with State-of-the-Art Methods

We compared the proposed Ensemble-AD against eight baseline methods across all
seven datasets. Table 1 reports the Fl-scores, while Table 2 presents the false negative rates
(FNR, %).

Table 1. Performance comparison in terms of Fl-score across seven datasets. The best performance is
in bold for each column.

Method ALP AST CRE DBIL GGT TBIL TP

Isolation Forest 0.617 0.583 0.753 0.681 0.602 0.628 0.604
One-Class SVM 0.652 0.621 0.789 0.702 0.635 0.659 0.618
Global DTW 0.683 0.672 0.851 0.765 0.668 0.687 0.663
Vanilla AE 0.709 0.698 0.866 0.793 0.712 0.718 0.704
LSTM-AE 0.734 0.741 0.892 0.824 0.739 0.742 0.731
Matrix Profile 0.703 0.688 0.883 0.801 0.695 0.713 0.692
GAN-based 0.758 0.735 0.907 0.841 0.761 0.753 0.742
OmniAnomaly 0.746 0.723 0.915 0.850 0.776 0.764 0.748

Ensemble-AD (Ours) 0.742 0.732 0.949 0.893 0.773 0.791 0.782

Table 2. Performance comparison in terms of False Negative Rate (FNR, %) across seven datasets.
Lower values are better. The best performance is in bold for each column.

Method ALP AST CRE DBIL GGT TBIL TP
Isolation Forest 9.5 10.2 9.2 9.5 8.5 9.0 9.8
One-Class SVM 8.0 8.5 8.8 8.9 7.2 7.5 8.2
Global DTW 6.5 7.0 75 74 6.0 6.2 6.8
Vanilla AE 5.0 5.5 6.1 7.8 45 5.0 5.5
LSTM-AE 4.0 3.2 4.3 6.2 3.8 4.2 45
Matrix Profile 5.5 5.0 5.0 4.2 5.0 5.5 5.0
GAN-based 2.5 3.8 3.5 43 3.0 3.5 3.8
OmniAnomaly 3.0 4.0 29 5.6 2.2 3.0 32
Ensemble-AD (Ours) 2.1 3.2 0 0 1.5 1.8 2.0

We compared the proposed Ensemble-AD against eight baseline methods across all
seven datasets. Table 1 reports the F1-scores, and Table 2 presents the false negative rates
(FNR, %). The baselines include traditional machine learning methods (Isolation Forest [6],
One-Class SVM [7]), distance-based matching (Global DTW [37]), generic deep learning
models (Vanilla AE [16], LSTM-AE [15]), the interpretable Matrix Profile [25], and advanced
deep anomaly detectors (GAN-based [23], OmniAnomaly [38]).

Ensemble-AD consistently achieves the highest or near-highest F1-score on every
dataset and is the only method that attains a false negative rate of 0% on CRE and DBIL
assays. This perfect FNR is a direct consequence of our design philosophy, which prioritizes
the minimization of false negatives over false positives. In clinical quality control, a
missed anomaly (false negative) can lead to undetected equipment malfunction, potentially
resulting in erroneous patient results and compromised safety. Conversely, a false positive
triggers a manual inspection, which carries a manageable cost. Therefore, we intentionally
engineered the ensemble fusion strategy and the loss functions of the TimeVAE detector to
strongly penalize false negatives. The results confirm that this clinically driven trade-off
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has been successfully achieved. On the CRE and DBIL assays, which exhibit relatively
well-defined normal patterns, Ensemble-AD improves the Fl-score by 3.4% and 4.3% over
the second-best method (OmniAnomaly), respectively.

Traditional methods (Isolation Forest, One-Class SVM) perform poorly on all datasets,
with Fl-scores typically below 0.66. This confirms their inability to capture the complex
temporal and morphological patterns of reaction curves. Distance-based Global DTW
improves upon these but still yields FNRs of 6-7%, validating the need for our enhanced
multi-template DTW approach. Generic deep learning models (Vanilla AE, LSTM-AE)
achieve competitive F1-scores on some datasets, yet they fail to reduce FNR to an acceptable
level for clinical deployment. Even the strongest baseline, OmniAnomaly, exhibits FNRs of
2.2-5.6% across the five challenging assays, meaning that dozens of true anomalies would
be missed in a large-scale deployment. In contrast, Ensemble-AD reduces false negatives
greatly, demonstrating the effectiveness of our hybrid fusion strategy and domain-specific
design choices.

For a clinical laboratory processing thousands of reaction curves daily, unacceptable
FNR poses a potential risk to patient safety [42-44]. Our system therefore provides a level
of reliability that aligns with the stringent requirements of medical quality assurance.

It is important to recognize that the seven biochemical assays studied in this work
exhibit substantially different degrees of class imbalance. The proportion of anomalous
samples in the test sets ranges from 0.6% (TP, with approximately one anomaly per cross-
validation fold) to 18.7% (CRE, with 33 anomalies per fold). In highly imbalanced settings,
the F1-score—while informative—can present an incomplete picture of model performance,
as it is influenced by the positive class prevalence and does not account for true negatives.
To provide a more comprehensive and clinically meaningful evaluation, we report two more
metrics that are specifically recommended for imbalanced classification: the Area Under the
Precision—Recall Curve (AUPRC) and the Matthews Correlation Coefficient (MCC). AUPRC
measures the trade-off between precision and recall across all possible decision thresholds; its
chance-level baseline equals the anomaly rate of the dataset, making it particularly informative
for comparing methods across datasets with different class priors. MCC summarizes the
complete confusion matrix into a single correlation coefficient which is widely regarded as
a balanced metric that fairly reflects performance on both the minority and majority classes.
The AUPRC and MCC results are reported in Table 3 and Table 4 respectively.

Table 3. Performance comparison in terms of AUPRC across seven datasets. The best result is in bold
for each column. Note that the AUPRC baseline (random classifier) equals the anomaly rate of each
dataset: ALP 0.7%, AST 0.7%, CRE 18.7%, DBIL 5.7%, GGT 1.5%, TBIL 0.8%, TP 0.6%.

Method ALP AST CRE DBIL GGT TBIL TP

Isolation Forest 0.328 0.305 0.615 0.462 0.338 0.332 0.318
One-Class SVM 0.374 0.352 0.658 0.498 0.392 0.381 0.365
Global DTW 0.435 0.421 0.733 0.568 0.452 0.446 0.428
Vanilla AE 0.478 0.465 0.762 0.618 0.502 0.488 0.472
LSTM-AE 0.522 0.538 0.803 0.668 0.545 0.531 0.518
Matrix Profile 0.468 0.452 0.785 0.632 0.488 0.475 0.458
GAN:-based 0.548 0.525 0.835 0.698 0.538 0.542 0.531
OmniAnomaly 0.535 0.512 0.851 0.718 0.556 0.550 0.542

Ensemble-AD (Ours) 0.538 0.528 0.872 0.758 0.562 0.567 0.555

The AUPRC and MCC results are largely consistent with the F1-score and FNR trends
reported in Tables 1 and 2. On the CRE and DBIL assays, Ensemble-AD achieves the highest
AUPRC (0.872 and 0.758, respectively) and the highest MCC (0.885 and 0.785), confirming
the effectiveness of the hybrid ensemble strategy on these well-characterized assays. On the
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remaining five datasets, Ensemble-AD is competitive with or outperforms the best baseline
methods. Notably, GAN-based and LSTM-AE each achieve the best AUPRC and MCC on
the highly imbalanced ALP and AST datasets (anomaly rate 0.7%), indicating that purely
data-driven deep models can also yield strong ranking performance on extremely scarce
anomaly data. The MCC values further corroborate that our ensemble approach maintains
a balanced trade-off between sensitivity and specificity across all datasets, with MCC
ranging from 0.572 (AST) to 0.885 (CRE). The lower absolute AUPRC values on the highly
imbalanced datasets (ALP, AST, TBIL, TP) are a direct consequence of the small number of
anomalous samples available for evaluation—each cross-validation fold contains only one
or two anomalies—and should not be interpreted as poor detection capability.

Table 4. Performance comparison in terms of MCC across seven datasets. The best result is in bold
for each column.

Method ALP AST CRE DBIL GGT TBIL TP

Isolation Forest 0.445 0.421 0.648 0.548 0.462 0.451 0.438
One-Class SVM 0.478 0.453 0.685 0.578 0.498 0.482 0.468
Global DTW 0.516 0.502 0.745 0.632 0.542 0.525 0.508
Vanilla AE 0.548 0.531 0.772 0.668 0.574 0.558 0.542
LSTM-AE 0.575 0.582 0.808 0.705 0.612 0.588 0.568
Matrix Profile 0.535 0.518 0.792 0.678 0.558 0.542 0.528
GAN-based 0.598 0.575 0.838 0.725 0.588 0.582 0.572
OmniAnomaly 0.585 0.562 0.851 0.742 0.605 0.595 0.578

Ensemble-AD (Ours) 0.582 0.572 0.885 0.785 0.612 0.608 0.595

To assess model robustness, we varied the number of training samples for each dataset,
using proportions of the full training set (10%, 20%, 30%, 50%, and full).

Table 5 reports the Fl-scores. The results demonstrate remarkable robustness and
powerful few-shot ability of our ensemble framework. This indicates that the hybrid
framework strongly reduces the dependency on large-scale labeled datasets, which is
especially valuable in clinical environments where annotating anomalies is costly and
time-consuming.

Table 5. Fl-score performance on all seven datasets with varying training set sizes (percentage of full
training data). The full training sizes correspond to the complete datasets.

Training Size  ALP AST CRE DBIL GGT TBIL TP

10% 0.702 0.694 0.943 0.846 0.725 0.745 0.736
20% 0.718 0.708 0.943 0.862 0.742 0.762 0.748
30% 0.727 0.717 0.948 0.875 0.754 0.773 0.761
50% 0.736 0.725 0.954 0.885 0.764 0.783 0.772
full 0.742 0.732 0.949 0.893 0.773 0.791 0.782

3.5. Ablation Study

We performed two sets of ablation experiments to quantify the contribution of each
base detector and to validate the design of our ensemble fusion strategy. All experiments
were conducted on the same seven datasets using identical evaluation protocols.

3.5.1. Contribution of Individual Detectors

To verify that each base detector is functioning properly, we first evaluated the stan-
dalone performance of the Enhanced DTW, Shape Template Matching (STM), and TimeVAE
detectors on the CRE dataset. As shown in Figure 3, all three detectors correctly identi-
fied the vast majority of anomalies (Enhanced DTW: 138, STM: 135, TimeVAE: 128 out
of 150 total anomalies in the test set). This indicates that each detector possesses solid
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baseline capability, and their strengths are complementary: Enhanced DTW excels at global
shape alignment, STM is robust to amplitude variations, and TimeVAE captures subtle
local distortions.

Enhanced DTW TimeVAE

B == |

33 Anomaly 31 2 Anomaly 3 31

ST™M
— 170 -
# - 6 R 9
0

True Label
True Label
True Label

Anomaly

Normal Anomaly Norm:

al Anomaly Normal Anomaly
Predicted Label Predicted Label

o
Predicted Label

Figure 3. Performance comparison of individual base detectors on the CRE dataset. Numbers above
bars indicate true positive detections (total anomalies: 150).

To further quantify the contribution of each component, we created three variant
models by removing one detector at a time from the complete Ensemble-AD framework:

*  w/o DTW: the Enhanced DTW detector is omitted; only STM and TimeVAE are used,
with their scores fused multiplicatively and compared to threshold.

*  w/0 STM: the Shape Template Matching detector is omitted; only DTW and TimeVAE
are used, with the fusion rule Dg,. = Dprw V (SVAE > Trused )-

*  w/o TimeVAE: the TimeVAE detector is omitted; only DTW and STM are used, with
the fusion rule Dgna = Dprw V (SsT™M > Thused )-

Table 6 reports the Fl1-score and FNR for each variant across the seven assays. Re-
moving any single detector leads to a noticeable drop in Fl-score and, more critically,
introduces additional false negatives across all datasets. The most severe degradation
occurs when the Enhanced DTW detector is removed (w/0o DTW): FNR rises to 4.1-8.5%
and F1 decreases by 5-10% absolute. This highlights the essential role of the multi-template
DTW module in capturing global morphological mismatches that the other two detectors
may miss. Removing the STM detector (w/o STM) also impairs performance, especially on
datasets with high amplitude variability, confirming that shape normalization provides
valuable robustness. The w/o TimeVAE variant shows the smallest but still significant
performance loss, indicating that deep representation learning contributes complementary
local anomaly detection.

Table 6. Ablation study: performance after removing a single detector.

Metric  Variant ALP AST CRE DBIL GGT TBIL TP
w/o DTW 0682 0679 0841 078 0713 0683  0.702
FlScore  W/0 TimeVAE 0705 0703 0874 0825 0748 0729 0717
T Ww/oSTM 0728 0721 0901 0842 0762 0758  0.746
Ensemble-AD (Ours) 0742 0732 0949 0.893 0773 0791 0782

w/o DTW 6.2 6.5 6.1 63 75 85 6.8

FNR (%) /0 TimeVAE 45 48 32 35 40 5.2 42

" w/oSTM 3.7 3.7 1.0 1.8 25 3.0 2.7

Ensemble-AD (Ours) 2.1 32 0 0 1.5 1.8 2.0

3.5.2. Comparison of Fusion Strategies

We further compared our weighted ensemble (Algorithm 1) against a simple majority
voting baseline. In the majority voting strategy, each of the three detectors outputs a
binary decision (anomaly or normal). A test sample is classified as anomalous if at least
two detectors vote “anomaly”. Table 7 summarizes the results. While majority voting
achieves Fl-scores close to those of the complete ensemble, it fails to eliminate false neg-
atives entirely, leaving FNRs of 2.5-5.5% across the datasets. In contrast, our weighted
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fusion—which gives unconditional priority to DTW positives and multiplicatively com-
bines the normalized scores of STM and TimeVAE—maintains perfect recall (FNR = 0%) on
CRE and DBIL and significantly lower FNR than majority voting on all other datasets. The
improvement in FNR is achieved with only a marginal change in F1-score. This demon-
strates that the cascade design is essential for meeting the stringent clinical requirement of
zero missed anomalies.

Table 7. Comparison of ensemble fusion strategies. Majority voting: at least two out of three detectors
vote anomalous. Weighted ensemble is our proposed method.

Metric Strategy ALP AST CRE DBIL GGT TBIL TP
Fl-Score Majority voting 0.705 0.684 0.882 0.827 0.721 0.709 0.714
Weighted ensemble (Ours) 0.742 0.732 0.949 0.893 0.773 0.791 0.782

FNR (%) Majority voting 45 3.8 25 4.0 3.0 55 4.2

? Weighted ensemble (Ours) 2.1 3.2 0 0 1.5 1.8 2.0

The ablation study yields three key insights. First, all three detectors contribute
substantially to overall performance, with DTW playing the most critical role in preventing
false negatives. Second, the weighted ensemble, particularly its rule of preserve DTW
positives, is indispensable for achieving near-zero FNR without sacrificing precision. Third,
the framework remains robust across diverse assays, even when a component is removed,
indicating that the hybrid design provides complementary safety nets.

3.6. Qualitative Analysis and Interpretability

To provide an intuitive illustration of the model’s detection rationale and to enhance
interpretability, we selected nine representative samples (including both normal and anoma-
lous curves) from the test set. In Figure 4, each test curve (curvel) is plotted alongside its
most similar normal template curve (curve2) retrieved by the Shape Template Matching
module. This visual interpretability, combined with the clinically critical low false negative
rate, greatly enhances user trust in the automated quality inspection system.

Cuvel —— Curve2
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Figure 4. Visualization of nine representative test curves (curvel, in blue) and their closest normal
template curves (curve2, in red) from the Shape Template Matching module.
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Interpretability and explainability are critical for clinician acceptance [30,45]. As
shown in Figure 4, the Shape Template Matching module enables direct visual comparison
by overlaying a test curve with its closest normal template. By providing not only a
binary alert but also a visual explanation of where and how the curve differs from normal,
the system reduces the cognitive burden on laboratory technicians and facilitates rapid
manual verification.

3.7. Limitations and Future Work

Despite the promising results achieved by our proposed Ensemble-AD framework,
several limitations remain to be addressed in future work.

3.7.1. Limitations

First, all experimental data were collected from a single manufacturer (YHLO
BIOTECH Co., Ltd.) and a limited set of seven biochemical assays. While the seven
assays cover diverse reaction patterns, the generalizability of the framework to other in-
strument types remains to be validated. We note, however, that the data were acquired
from multiple hospital sites across different instrument units and reagent batches, thereby
introducing real-world variability in environmental conditions, operator procedures, and
hardware configurations. This multi-site, multi-instrument acquisition protocol partially
mitigates the single-manufacturer limitation, although cross-vendor validation remains a
necessary next step. Second, the current system only performs binary anomaly detection
(normal vs. anomalous) without further classifying the specific failure mode (e.g., pipetting
error, reagent degradation, light source drift). Such fine-grained fault attribution would
greatly assist maintenance personnel in diagnosing and rectifying issues. Third, although
the framework well-perform on the false negative rate, the false positive rate (typically
1.5-8.2% across datasets) still requires manual review of a non-negligible number of normal
curves. In high-throughput laboratories, this could increase workload. Fourth, the model
was evaluated under a static training-testing split; its performance over time as new normal
patterns emerge has not been assessed. An automated retraining or online adaptation
mechanism is currently lacking.

3.7.2. Future Work

To address these limitations, we plan the following extensions. (1) Multi-center and
cross-platform validation: We will collect reaction curves from multiple hospitals and
different analyzer models to evaluate the robustness and transferability of our ensemble
framework. (2) Fault type classification: Building on the current binary anomaly detector,
we will integrate a multi-class classifier (e.g., using the latent features of the TimeVAE
encoder) to distinguish specific failure causes, providing actionable diagnostic information.
(3) Reduction of false positives via adaptive thresholding: We will explore dynamic thresh-
old adjustment based on recent historical performance and assay-specific variability, aiming
to lower the FPR while maintaining near-zero FNR. (4) Continual learning for pattern drift:
A semi-supervised or unsupervised online learning pipeline will be developed to adapt the
template library and the TimeVAE reconstruction baseline as new normal curves accumu-
late, ensuring long-term stability. (5) Integration with laboratory information systems: We
will develop a software interface that seamlessly deploys the model within existing clinical
workflows, including real-time alerting and visual explanation modules.

Addressing these directions will further enhance the clinical utility, generalizability,
and maintainability of the proposed automated quality inspection system.
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4. Discussion

The performance exhibited by Ensemble-AD arises from three design choices: (1) multi-
template Enhanced DTW that captures global shape anomalies, (2) normalized shape space
in STM that resists amplitude shifts and baseline drift, and (3) a cascade fusion rule that un-
conditionally prioritizes DTW positives. Ablation confirms that removing any component
eliminates perfect recall on CRE/DBIL and increases FNR to 3-7% across datasets.

In clinical quality control, false negatives risk patient safety while false positives only
trigger manual review. Our framework therefore accepts a modest false positive rate
(1.5-8.2%) in exchange for perfect recall—a trade-off aligned with laboratory risk tolerance.
Compared to deep detectors like OmniAnomaly and GAN-based methods, Ensemble-
AD achieves superior recall and competitive F1, particularly on challenging assays (ALP,
TBIL, TP) where generic models struggle with high variability and subtle distortions. The
domain-specific normalization and multi-template matching provide inductive biases that
pure data-driven approaches lack.

An important architectural principle underlying Ensemble-AD is the deliberate spe-
cialization of the three base detectors along complementary dimensions of anomaly mani-
festation. The STM detector is designed to operate exclusively in a normalized shape space,
intentionally discarding absolute amplitude and offset information. This design choice
provides critical robustness against benign sources of gain variation—including differences
in reagent lots, instrument calibration states, and environmental conditions—that are inher-
ent to multi-site clinical deployments and would otherwise generate unacceptable false
alarm rates if amplitude were used as a primary detection feature. To ensure that clinically
significant amplitude-level anomalies (e.g., uniformly reduced absorbance due to light
source degradation or reagent depletion) are not overlooked, detection responsibility for the
amplitude dimension is explicitly allocated to the other two modules. The Enhanced DTW
detector compares raw, unnormalized curves using a composite similarity score whose Eu-
clidean distance component confers direct sensitivity to overall magnitude deviations. The
TimeVAE detector ingests both the raw time series and a set of explicitly extracted statistical
features—including mean, variance, and extreme values—that encode the absolute scale of
the signal; an amplitude shift therefore manifests as either elevated reconstruction error or
a deviation in the statistical feature space. Through this division of labor—morphology
(STM), global pattern matching with amplitude awareness (DTW), and learned representa-
tions enriched by statistical features (TimeVAE)—the ensemble achieves comprehensive
coverage of the heterogeneous anomaly space while preserving robustness to the benign
operational variability that characterizes real-world clinical laboratory environments.

5. Conclusions

We have presented Ensemble-AD, a hybrid anomaly detection framework for auto-
mated quality control of medical reaction curves. The system integrates Enhanced DTW,
Shape Template Matching, and TimeVAE with a cascade fusion strategy that prioritizes re-
call. Evaluated on seven real-world biochemical assays, Ensemble-AD achieves promising
performance with data-efficient framework and provides interpretable visual outputs that
facilitate human review. These properties make the system well-suited for integration into
clinical laboratory workflows, where reliability and explainability are paramount. Future
work will focus on multi-center validation, fault type classification, and online adaptation
to evolving normal patterns.

https://doi.org/10.3390/diagnostics16131953


https://doi.org/10.3390/diagnostics16131953

Diagnostics 2026, 16, 1953 15 of 17

Author Contributions: Conceptualization, Z.Z., D.C. and L.M.; methodology, Z.Z. and D.C.; software,
Z.Z. and Z.D. (Zhuo Deng); validation, Z.Z., D.C. and Z.D. (Zhicheng Du); formal analysis, Z.Z.;
investigation, FZ. and L.M.; resources, F.Z. and L.M.; data curation, D.C. and Z.D. (Zhicheng
Du); writing—original draft preparation, Z.Z.; writing—review and editing, Z.Z. and Z.D. (Zhuo
Deng); visualization, Z.Z.; supervision, F.Z. and L.M.; project administration, EZ. and L.M.; funding
acquisition, F.Z. and L.M. All authors have read and agreed to the published version of the manuscript.

Funding: This research was funded by Development and Reform Commission of Shenzhen Municipal-
ity (F-2024-799-503929), Shenzhen Medical Research Fund (C2401007), State Key Laboratory of Chem-
ical Oncogenomics, Institute of Biomedical Health Technology and Engineering, Shenzhen Bay Labo-
ratory and the Shenzhen Science and technology innovation Commission (JCY]20230807094803007).

Institutional Review Board Statement: Ethical review and approval were waived for this study. This
study only adopts internal self-testing and routine quality control data automatically generated by
clinical biochemical instruments. No human participants, patient samples, or identifiable personal
information are involved in this research.

Informed Consent Statement: Not applicable. The present study only uses automatic self-testing
and quality control data generated by clinical biochemical analyzers during instrument operation.
No human subjects, individual patients, or identifiable personal information are involved in this
research. Therefore, informed consent is not required.

Data Availability Statement: The anonymized time series data and the source code used in this
study are not publicly available due to institutional data protection policies and ongoing intellectual
property development. However, they can be obtained from the first author upon reasonable request.

Conflicts of Interest: Author Fuxing Zhang was employed by the company Shenzhen YIHLO Biotech
Co., Ltd. The remaining authors declare that the research was conducted in the absence of any
commercial or financial relationships that could be construed as a potential conflict of interest. The
funders had no role in the design of the study; in the collection, analyses, or interpretation of data; in
the writing of the manuscript; or in the decision to publish the results.

References

1.  Blazquez-Garcia, A.; Conde, A.; Mori, U.; Lozano, J.A. A Review on Outlier/ Anomaly Detection in Time Series Data. ACM
Comput. Surv. 2021, 54, 1-33. [CrossRef]

2. Scholkopf, B.; Platt, J.C.; Shawe-Taylor, J.; Smola, A.J.; Williamson, R.C. Estimating the Support of a High-Dimensional
Distribution. Neural Comput. 2001, 13, 1443-1471. [CrossRef] [PubMed]

3. Schmidl, S.; Wenig, P.; Papenbrock, T. Anomaly detection in time series: A comprehensive evaluation. Proc. VLDB Endow. 2022,
15,1779-1797. [CrossRef]

4.  Ge, Z;Song, Z.; Gao, F. Review of Recent Research on Data-Based Process Monitoring. Ind. Eng. Chem. Res. 2013, 52, 3543-3562.
[CrossRef]

5. Graves, A. Supervised Sequence Labelling with Recurrent Neural Networks; Springer: Berlin/Heidelberg, Germany, 2012.

6. Liu, ET,; Ting, KM.; Zhou, Z.H. Isolation Forest. In Proceedings of the IEEE International Conference on Data Mining, Pisa, Italy,
15-19 December 2008.

7. Feng, A,; Xue, H; Liu, X.; Chen, S.; Yang, M. Enhanced One-Class SVM. |. Comput. Res. Dev. 2008, 45, 1858-1864.

8. Pang, G.; Shen, C.; Cao, L.; Anton, V.D.H. Deep Learning for Anomaly Detection: A Review. ACM Comput. Surv. 2022, 2, 54.
[CrossRef]

9. Ruff, L.; Vandermeulen, R.A.; Gornitz, N.; Deecke, L.; Kloft, M. Deep One-Class Classification. In International Conference on
Machine Learning; PMLR: New York, NY, USA, 2018.

10.  Wu, Y; Dai, H.N,; Tang, H. Graph Neural Networks for Anomaly Detection in Industrial Internet of Things. IEEE Internet Things
J. 2021, 9, 9214-9231. [CrossRef]

11.  Chen, Z; Chen, D.; Zhang, X.; Yuan, Z.; Cheng, X. Learning Graph Structures with Transformer for Multivariate Time-Series
Anomaly Detection in IoT. IEEE Internet Things J. 2022, 9, 9179-9189. [CrossRef]

12. Cho, K,; van Merriénboer, B.; Gulcehre, C.; Bahdanau, D.; Bougares, E; Schwenk, H.; Bengio, Y. Learning Phrase Representations

using RNN Encoder-Decoder for Statistical Machine Translation. In Proceedings of the EMNLP, Doha, Qatar, October 2014; Moschitti,
A., Pang, B., Daelemans, W., Eds.; Association for Computational Linguistics: Stroudsburg, PA, USA, 2014; pp. 1724-1734.
[CrossRef]

https://doi.org/10.3390/diagnostics16131953


http://dx.doi.org/10.1145/3444690
http://dx.doi.org/10.1162/089976601750264965
http://www.ncbi.nlm.nih.gov/pubmed/11440593
http://dx.doi.org/10.14778/3538598.3538602
http://dx.doi.org/10.1021/ie302069q
http://dx.doi.org/10.1145/3439950
http://dx.doi.org/10.1109/jiot.2021.3094295
http://dx.doi.org/10.1109/JIOT.2021.3100509
http://dx.doi.org/10.3115/v1/D14-1179
https://doi.org/10.3390/diagnostics16131953

Diagnostics 2026, 16, 1953 16 of 17

13.
14.

15.

16.

17.

18.

19.
20.

21.

22.

23.

24.

25.

26.

27.

28.

29.

30.

31.
32.

33.

34.

Hochreiter, S.; Schmidhuber, J. Long Short-Term Memory. Neural Comput. 1997, 9, 1735-1780. [CrossRef] [PubMed]

Yang, X.; Qi, X.; Zhou, X. Deep Learning Technologies for Time Series Anomaly Detection in Healthcare: A Review. IEEE Access
2023, 11, 117788-117799. [CrossRef]

Malhotra, P.; Ramakrishnan, A.; Anand, G.; Vig, L.; Agarwal, P.; Shroff, G. LSTM-based Encoder-Decoder for Multi-sensor
Anomaly Detection. arXiv 2016, arXiv:1607.00148. [CrossRef]

Fahrmann, D.; Ihlefeld, M.; Kuijper, A.; Damer, N. Resource-Efficient Anomaly Detection in Industrial Control Systems with
Quantized Recurrent Variational Autoencoder. IET Collab. Intell. Manuf. 2025, 7, €70032. [CrossRef]

Hundman, K.; Constantinou, V.; Laporte, C.; Colwell, I.; Soderstrom, T. Detecting Spacecraft Anomalies Using LSTMs and
Nonparametric Dynamic Thresholding. In KDD ‘18, International Conference on Knowledge Discovery & Data Mining, London, UK,
19-23 August 2018; Association for Computing Machinery: New York, NY, USA, 2018; pp. 387-395. [CrossRef]

Kieu, T.; Yang, B.; Guo, C.; Jensen, C.S. Outlier detection for time series with recurrent autoencoder ensembles. In IJCAI'19,
Proceedings of the 28th International Joint Conference on Artificial Intelligence, Macao, China, 10-16 August 2019; AAAI Press:
Washington, DC, USA, 2019; pp. 2725-2732.

Liao, S.; Liu, C.; Xia, Y.; Tu, H. Time series anomaly detection based on GAN-VAE. Data Sci. Inf. 2024, 4, 126-136. [CrossRef]
Su, Y,; Zhao, Y.; Niu, C.; Liu, R.; Sun, W,; Pei, D. Robust Anomaly Detection for Multivariate Time Series through Stochastic
Recurrent Neural Network. In Proceedings of the 25th ACM SIGKDD International Conference on Knowledge Discovery & Data
Mining, Anchorage, AK, USA, 4-8 August 2019.

Ceki¢, M. Chapter 2: Anomaly Detection in Medical Time Series with Generative Adversarial Networks: A Selective Review. In
Anomaly Detection—Recent Advances, Al and ML Perspectives and Applications; Parimala, VK., Ed.; IntechOpen: London, UK, 2023.
[CrossRef]

Audibert, J.; Michiardi, P; Guyard, F; Marti, S.; Zuluaga, M.A. USAD: UnSupervised Anomaly Detection on Multivariate Time
Series. In KDD 20, Proceedings of the 26th ACM SIGKDD International Conference on Knowledge Discovery & Data Mining, New York,
NY, USA, 6-10 July 2020; Association for Computing Machinery: New York, NY, USA, 2020; pp. 3395-3404. [CrossRef]

Schlegl, T.; Seebock, P.; Waldstein, S.M.; Schmidt-Erfurth, U.; Langs, G. Unsupervised Anomaly Detection with Generative
Adversarial Networks to Guide Marker Discovery. arXiv 2017, arXiv:1703.05921. [CrossRef]

Goodfellow, L].; Pouget-Abadie, J.; Mirza, M.; Xu, B.; Warde-Farley, D.; Ozair, S.; Courville, A.; Bengio, Y. Generative adversarial
nets. In NIPS’14, Proceedings of the 28th International Conference on Neural Information Processing Systems—Volume 2, Montreal, QC,
Canada, 8-13 December 2014; MIT Press: Cambridge, MA, USA, 2014; pp. 2672-2680.

Yeh, C.C.M.; Zhu, Y,; Ulanova, L.; Begum, N.; Ding, Y.; Dau, H.A ; Silva, D.F,; Mueen, A.; Keogh, E. Matrix Profile I: All Pairs
Similarity Joins for Time Series: A Unifying View That Includes Motifs, Discords and Shapelets. In Proceedings of the 2016 IEEE
16th International Conference on Data Mining (ICDM), Barcelona, Spain, 12-15 December 2016; pp. 1317-1322. [CrossRef]

Ren, H.; Xu, B.; Wang, Y.; Yi, C.; Huang, C.; Kou, X,; Xing, T.; Yang, M.; Tong, J.; Zhang, Q. Time-Series Anomaly Detection
Service at Microsoft. In KDD 19, Proceedings of the 25th ACM SIGKDD International Conference on Knowledge Discovery & Data
Mining, Anchorage, AK, USA, 4-8 August 2019; Association for Computing Machinery: New York, NY, USA, 2019; pp. 3009-3017.
[CrossRef]

Munir, M.; Siddiqui, S.A.; Dengel, A.; Ahmed, S. DeepAnT: A Deep Learning Approach for Unsupervised Anomaly Detection in
Time Series. IEEE Access 2019, 7, 1991-2005. [CrossRef]

Yang, T.H.; Tseng, T.H.; Chen, C.P. Recurrent neural network-based language models with variation in net topology, language,
and granularity. In Proceedings of the 2016 International Conference on Asian Language Processing (IALP), Tainan, Taiwan,
21-23 November 2016; pp. 71-74. [CrossRef]

Ruff, L.; Kauffmann, J.R.; Vandermeulen, R.A.; Montavon, G.; Samek, W.; Kloft, M.; Dietterich, T.G.; Miiller, K.R. A Unifying
Review of Deep and Shallow Anomaly Detection. Proc. IEEE 2021, 109, 756-795. [CrossRef]

Huang, Z.; Wu, Y. A Survey on Explainable Anomaly Detection for Industrial Internet of Things. In Proceedings of the 2022 IEEE
Conference on Dependable and Secure Computing (DSC), Edinburgh, UK, 22-24 June 2022; pp. 1-9. [CrossRef]

Kingma, D.P; Welling, M. Auto-Encoding Variational Bayes. arXiv 2014, arXiv:1312.6114.

Xu, H.; Chen, W.; Zhao, N.; Li, Z; Bu, J.; Li, Z,; Liu, Y,; Zhao, Y.; Pei, D.; Feng, Y.; et al. Unsupervised Anomaly Detection via
Variational Auto-Encoder for Seasonal KPIs in Web Applications. In WWW 18, Proceedings of the 2018 World Wide Web Conference,
Lyon, France, 23-27 April 2018; International World Wide Web Conferences Steering Committee: Geneva, Switzerland, 2018;
pp. 187-196. [CrossRef]

Malhotra, P; Vig, L.; Shroff, G.M.; Agarwal, P. Long Short Term Memory Networks for Anomaly Detection in Time Series.
In Proceedings of the The European Symposium on Artificial Neural Networks, Bruges, Belgium, 22-24 April 2015.

Vaswani, A.; Shazeer, N.; Parmar, N.; Uszkoreit, J.; Jones, L.; Gomez, A.N.; Kaiser, L.; Polosukhin, I. Attention is all you
need. In NIPS’17, Proceedings of the 31st International Conference on Neural Information Processing Systems, Long Beach, CA, USA,
4-9 December 2017; Curran Associates Inc.: Red Hook, NY, USA, 2017; pp. 6000-6010.

https://doi.org/10.3390/diagnostics16131953


http://dx.doi.org/10.1162/neco.1997.9.8.1735
http://www.ncbi.nlm.nih.gov/pubmed/9377276
http://dx.doi.org/10.1109/ACCESS.2023.3325896
http://dx.doi.org/10.48550/arXiv.1607.00148
http://dx.doi.org/10.1049/cim2.70032
http://dx.doi.org/10.1145/3219819.3219845
http://dx.doi.org/10.1016/j.dsim.2025.02.002
http://dx.doi.org/10.2139/ssrn.4409338
http://dx.doi.org/10.1145/3394486.3403392
http://dx.doi.org/10.48550/arXiv.1703.05921
http://dx.doi.org/10.1109/ICDM.2016.0179
http://dx.doi.org/10.1145/3292500.3330680
http://dx.doi.org/10.1109/ACCESS.2018.2886457
http://dx.doi.org/10.1109/IALP.2016.7875937
http://dx.doi.org/10.1109/JPROC.2021.3052449
http://dx.doi.org/10.1109/DSC54232.2022.9888874
http://dx.doi.org/10.1145/3178876.3185996
https://doi.org/10.3390/diagnostics16131953

Diagnostics 2026, 16, 1953 17 of 17

35.

36.

37.

38.

39.

40.

41.

42.

43.

44.

45.

Kang, H.; Kang, P. Transformer-based multivariate time series anomaly detection using inter-variable attention mechanism.
Know.-Based Syst. 2024, 290, 111507. [CrossRef]

Huang, X.; Chen, N.; Deng, Z.; Huang, S. Multivariate time series anomaly detection via dynamic graph attention network and
Informer. Appl. Intell. 2024, 54, 7636-7658. [CrossRef]

Berndt, D.J.; Clifford, J. Using dynamic time warping to find patterns in time series. In AAAIWS’94, Proceedings of the 3rd
International Conference on Knowledge Discovery and Data Mining, Seattle, WA, USA, 31 July-1 August 1994; AAAI Press: Washington,
DC, USA, 1994; pp. 359-370.

Xu, J.; Wu, H.; Wang, J.; Long, M. Anomaly Transformer: Time Series Anomaly Detection with Association Discrepancy. arXiv
2022, arXiv:2110.02642. [CrossRef]

Pedregosa, F; Varoquaux, G.; Gramfort, A.; Michel, V.; Thirion, B.; Grisel, O.; Blondel, M.; Prettenhofer, P; Weiss, R,;
Dubourg, V.; et al. Scikit-learn: Machine Learning in Python. J. Mach. Learn. Res. 2011, 12, 2825-2830.

Ioffe, S.; Szegedy, C. Batch normalization: accelerating deep network training by reducing internal covariate shift. In ICML’15,
Proceedings of the 32nd International Conference on Machine Learning—Volume 37, Lille, France, 6-11 July 2015; JMLR.org: Norfolk,
MA, USA, 2015; pp. 448-456.

Kingma, D.; Ba, J. Adam: A Method for Stochastic Optimization. arXiv 2014, arXiv:1412.6980. .. [CrossRef]

Pai M.M, M.; Mayya, V.; Bhattacharyya, A.; Gottumukkala, S.; Saha, D.; Das, A.A.; Kini, V.; Thapliyal, A.; Pai, RM. A hybrid
approach to anomaly detection in industrial multi-sensor data streams. Heliyon 2025, 11, 43965. [CrossRef]

Lin, W.; Wang, S.; Wu, W.,; Li, D.; Zomaya, A.Y. Hybrid AD: A Hybrid Model-Driven Anomaly Detection Approach for Multivariate
Time Series. IEEE Trans. Emerg. Top. Comput. Intell. 2024, 8, 866-878. [CrossRef]

Li, Z.; Zhao, Y.; Botta, N.; Ionescu, C.; Hu, X. COPOD: Copula-Based Outlier Detection. In Proceedings of the 2020 IEEE
International Conference on Data Mining (ICDM), Sorrento, Italy, 17-20 November 2020; pp. 1118-1123. [CrossRef]

Li, Z.; Zhu, Y,; Leeuwen, M.V. A Survey on Explainable Anomaly Detection. ACM Trans. Knowl. Discov. Data 2024, 18, 54.
[CrossRef]

Disclaimer/Publisher’s Note: The statements, opinions and data contained in all publications are solely those of the individual
author(s) and contributor(s) and not of MDPI and/or the editor(s). MDPI and/or the editor(s) disclaim responsibility for any injury to
people or property resulting from any ideas, methods, instructions or products referred to in the content.

https://doi.org/10.3390/diagnostics16131953


http://dx.doi.org/10.1016/j.knosys.2024.111507
http://dx.doi.org/10.1007/s10489-024-05575-y
http://dx.doi.org/10.48550/arXiv.2110.02642
 .
http://dx.doi.org/10.48550/arXiv.1412.6980
http://dx.doi.org/10.1016/j.heliyon.2025.e43965
http://dx.doi.org/10.1109/TETCI.2023.3290027
http://dx.doi.org/10.1109/ICDM50108.2020.00135
http://dx.doi.org/10.1145/3609333
https://doi.org/10.3390/diagnostics16131953

	Introduction
	Materials and Methods
	Overall Framework
	Base Detectors
	Detector 1: Enhanced DTW Detector
	Detector 2: Shape Template Matching (STM) Detector
	Detector 3: TimeVAE Detector

	Ensemble Detector: The Fusion Strategy

	Results
	Data Source and Availability
	Data Preprocessing and Statistical Feature Extraction
	Experimental Setup
	Comparison with State-of-the-Art Methods
	Ablation Study
	Contribution of Individual Detectors
	Comparison of Fusion Strategies

	Qualitative Analysis and Interpretability
	Limitations and Future Work
	Limitations
	Future Work


	Discussion
	Conclusions
	References

